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ABSTRACT: Bayesian PK/PD models often require expensive likelihood evaluations and can induce posteriors 
with strong nonlinear dependencies, partial identifiability, and locally varying curvature. In these settings, 

standard NUTS adaptation based on a diagonal or dense mass matrix may require many gradient evaluations 

to produce an adequate effective sample size or may not converge at all. 
 

This talk presents normalizing flow adaptation as implemented in nutpie, the default NUTS sampler for PyMC 
that also supports Stan/Torsten models. In addition to tuning step size and mass matrix during warm-up, 

nutpie can fit a normalizing flow that learns a nonlinear reparameterization of the posterior, allowing HMC to 

explore a geometry that is easier to sample efficiently. 
 

For models with expensive density evaluations, such as many PK/PD and pharmacometric models, this can 
substantially reduce the number of likelihood and gradient evaluations required for a given sampling precision. 

The flow adds a fixed training cost during warm-up and a per-step cost to evaluate the transform, both 
independent of the density itself and well suited to GPU computation. It is most beneficial when likelihood 

evaluations are expensive and posterior geometry is far from Gaussian. 

 
I will describe the method, present benchmark results on challenging models, and discuss practical guidance on 

when flow adaptation improves performance and when standard NUTS remains preferable. The goal is to give 
applied Bayesian modelers a better sense of when nonlinear preconditioning can make Bayesian inference 

more practical in drug-development settings 
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