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ABSTRACT: CNS drug development suffers failure rates exceeding 80% in Phase 2/3, with measurement 
inadequacy as a major contributor. Standard endpoints such as clinician-rated scales (e.g. PANSS, HAM-D) and 

computerized task battery summary scores collapse rich behavioral data into single aggregate metrics, 

discarding the distributional structure that carries information about distinct neurocognitive processes. When 
trials fail, sponsors cannot determine whether the compound lacked efficacy or the endpoint lacked sensitivity. 

This ambiguity drives costly late-stage attrition and undermines go/no-go decision confidence. Hierarchical 
Bayesian cognitive process models have demonstrated sensitivity to disease progression, pharmacodynamic 

drug effects, and mechanistically distinct clinical subtypes across psychiatric and neurological conditions — 
detecting signals invisible to conventional endpoints (Wiecki et al., 2016, Mandali et al., 2021, Huys, Maia & 

Frank, 2016; Pedersen et al,l 2021).  

We will demonstrate an end-to-end Bayesian workflow, implemented via the open-source HSSM (Hierarchical 

Sequential Sampling Modeling) ecosystem, that extracts mechanistically interpretable latent cognitive 

parameters from behavioral and neural task data — e.g. drift rate (evidence accumulation efficiency), decision 

threshold (response caution), non-decision time (sensorimotor processing), learning rates and more — as 

candidate pharmacodynamic endpoints. Built on top of the probabilistic programming ecosystem around PyMC, 

HSSM is designed to support a complete Bayesian scientific workflow from exploratory data analysis up to 

reporting evidence packages for submission as part of reports designed for regulatory bodies (e.g. FDA): e.g. 

the posterior probability of a clinically meaningful treatment effect, serves as a principled go/no-go decision 

criterion. HSSM supports parameter inference for  an ever growing bank of cognitive process models, via neural 

surrogate likelihoods (Fengler et al., 2021, eLife), harvested directly from corresponding forward simulators.  
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