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ABSTRACT: Phase 3 readouts are pivotal late-stage decisions, yet the pipeline producing quantitative pre-
readout forecasts is rarely formalised. We present an end-to-end pipeline that uses large language models to
extract and normalise trial-level effect estimates from heterogeneous publications, feeds them into a
hierarchical Bayesian meta-analysis with explicit population-transfer terms, and produces frozen prospective
predictions resolvable against the eventual readout. The case study is ACACIA-HCM (aficamten in non-
obstructive hypertrophic cardiomyopathy; Cytokinetics).

The data pipeline (i) identifies the historical trial set against pre-specified inclusion criteria; (ii) uses LLM-
assisted extraction to lift arm-level n, treatment effect, standard error, regimen class, comparator class, region,
and population descriptors out of the underlying publications; and (iii) normalises onto a common analysis
scale — mean differences for continuous endpoints, log-hazard ratios for time-to-event — with provenance
fingerprints tying every numeric value back to its source. The Bayesian model places hierarchical priors on
class-level effect means, half-Normal priors on between-trial heterogeneity, a half-Normal “transfer
attenuation” term discounting historical effects when porting to a new patient population, and a Beta-prior
mixture component for whether the mechanism transfers at all. Frozen predictions store named quantile knots
(9025, g25, 50, 75, q975) of the predictive posterior so that post-event analysis can compute the observed
effect’s quantile rank under the prediction — a continuous calibration signal accumulating over the registry, in
contrast with binary “in/out of credible interval” checks.

For ACACIA-HCM, three obstructive HCM aficamten trials formed the historical effect set, and the transfer term
captured the oHCM — nHCM port. Predictions frozen 2026-04-22: KCCQ predictive mean 3.67 points (95 % CrI
—2.77 t0 9.03), peak VO2 predictive mean 0.83 mL/kg/min (CrI —0.63 to 2.05), trial-level probability of success
57.2 % under the either-endpoint rule. The trial read out positive 2026-05-05 (KCCQ LSMD 3.0 [0.5, 5.5], p =
0.021; peak VO2 LSMD 0.67 [0.22, 1.10], p = 0.003).

Post-event: both observed values sat inside the predicted 50 % credible interval at quantile rank 0.40; the
predictive mean was modestly higher than observed (~22 % on KCCQ, ~24 % on peak VO2), directionally
consistent with the prior pulling toward stronger oHCM effects; predictive variance comfortably exceeded the
realised sampling variance (width ratios ~2.4 and ~3.1). Brier contribution 0.18; log-score 0.56 nats. The talk
will focus on the LLM-assisted extraction and normalisation pipeline, the hierarchical meta-analysis with
population transfer, and the quantile-knot reporting that supports rank-histogram calibration as the registry
grows; the provenance layer that makes any resolution exactly replayable will be mentioned briefly.
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